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Signifcant others 
Machine learning as actor, material,  

and provocateur in art and design 

Kyle Steinfeld 

Artifcial intelligence is a famously slippery concept, not because it is difcult to grasp, but 
rather because we hold a dynamic understanding of intelligence. It has been long observed 
(McCorduck, 1979) that once a capacity previously thought of as uniquely human is repli-
cated by a machine, this capacity is redefned as an act of computation rather than one of true 
intelligence. In what has become known as the “AI efect,” chasing the constantly moving 
target of mimicking human “intelligence” is a problem acutely felt in research, as major 
successes in AI are “soon assimilated into whatever application domain they [are] found to 
be useful in” (McCorduck, 1979). This shifting of goalposts may present frustration for AI 
researchers, but it also ofers those of us in domains that beneft from advances in AI, such as 
architectural design, a diferent sort of opportunity. 

The “AI efect” observes that, with each advancement in AI, the learned capacity – playing 
chess, identifying objects in images, composing a sonnet – is devalued as a mechanistic act: 
an act of calculation rather than a unique product of a creative mind. While this re-framing 
may blunt the signifcance of the achievement for those researchers who seek the advance-
ment of AI, it simultaneously requires that intelligence itself be reconsidered by the rest of 
us. It is through this process that, in the service of maintaining the gilded position of human 
consciousness, the inability to precisely defne intelligence is laid bare, reduced to “whatever 
machines haven’t done yet” (Tesler, 1970). While such a challenge to the preeminence of 
human intelligence suggests that we might adopt a defensive posture, a posture that may 
explain some portion of the anxiety surrounding architectural applications of AI that may be 
observed today, we might instead focus on the benefts of the self-refection latent in the AI 
efect. A clear-eyed examination of the nature of the newly learned abilities of machines may 
ofer us new insight into, and renewed appreciation of, related human capacities. The AI ef-
fect cuts two ways: devaluing the signifcance of advancement in the science of the artifcial, 
while simultaneously mobilizing a reconsideration of the human. 

It is for this reason that, despite legitimate concerns regarding the broad and potentially 
negative social impacts of automation in design, I remain optimistic that the “assimilation” 
of recent advances in AI holds promise for the advancement of architectural design. It is this 
optimism that leads me to expect that we may look back at this time, not as the moment 
when the creative intelligence of a human designer had been efectively supplanted by some 
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artifce, but rather as a moment of opportunity to reconsider what it means to act as a creative 
author in the frst place. And so, rather than marking this time with a defense of those many 
aspects of design that have not yet (and may never) be threatened by automation, let us instead 
consider the ways in which this moment might, as similar proceeding moments have done, 
catalyze a reconsideration of the relationship between the tools of design and the culture of 
architectural production. 

In this spirit, we may observe that the introduction of tools based upon machine learning 
(ML) represents one moment in an established history of adjustments of our engagement 
with descriptions of form and space. To the graphical and mathematical descriptions that 
characterized CAD in the early 2000s, we added procedural and logical descriptions with 
the advent of scripting and parametric modeling, and now have begun to take seriously de-
scriptions based on data and generative statistics. For clarity, while I refer to previous mod-
els as “computer-aided design” to disambiguate emerging models as “machine-augmented 
design,” I leave it to the reader to determine for themselves the gravity of this diference. 
As each of these previous shifts has reconfgured our position as authors, as well as our rela-
tionship with our work and the way we work with others, we may apply a set of lenses here 
similar to those that have been applied in the past. Following these previous eforts, to fully 
account for any pivot from one model of computer assistance to another, we are obligated to 
take stock of at least three broad categories of change: 

• How a new model might facilitate diferent forms of subjectivity in design; to position 
us diferently as individual authors in relation to our work. 

• How a new model might upend existing networks of power; to support a new division 
of labor or engender a redistribution of design authorship. 

• How a new model might necessitate diferent forms of knowledge; to require new 
competencies of designers or encourage new alliances between architects and other 
disciplines. 

Such a project, however urgent, demands more than the constraints of this chapter allow. For 
now, while there are good reasons to look at how machine-augmented design tools will or-
ganize design activity diferently at social and societal levels, let’s adopt a more modest focus. 
Seeking a position within the long-studied history of the relationship between technologies 
of design and an architect’s subjectivity, here I’ll consider the narrow question of how ML 
tools might impact design activity at the individual level – the level of a sole human author 
in collaboration with a machine “partner.” 

In the sections that follow, I ofer a sketch of a number of models that may be observed 
based on emerging trends in machine-augmented design practice. Each may be defned in 
terms of how it situates the use of ML in design diferently. Speaking in such terms, and in 
summary, these models are ML as actor, ML as material, and ML as provocateur. 

I’ll begin with an account of those who see ML as an “actor” in design that is usefully 
regraded as on a par with human actors. Here, I’ll mention a number of designers and fne 
artists who seek to uncover and instrumentalize the way a neural network “sees,” and who 
set their work in relation to the essential qualities of neural networks in a manner that recalls 
certain aspects of the Modernist project. Next, we acknowledge those who take the position 
that ML is more like a new form of design “material.” This work may be seen as holding to 
a well-established model for the integration of digital techniques into design culture, one 
that draws from a long craft tradition that predates the profession itself. Finally, we present 
a model for the use of ML in design as a “provocateur” and, in the spirit of the surrealist 
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concept of automatism, draw from the capacity for ML as an instrument of the associative 
and imaginary rather than the rational. 

In our account of each of these models, we draw from creative practices in the fne arts 
and architecture alike and seek to identify those past thinkers that appear to hold sway over 
approaches taken by current adherents. Further, we seek to address a number of practical 
questions: 

• Is it possible to discern any new authorial roles or new domains of action for a creative 
author? Where are the new loci of authorship? 

• What decisions would be left to the machine (indirect, difered authorship) and which 
would be claimed by a human author closer to the execution of a design? 

• By what qualities would we recognize a practice that follows this model? What are the 
related tools, methods and procedures? 

• What are the currencies of this new practice? Which performances of a design would 
an author value? 

ML as actor 

Among the designers and artists working with ML, there are those who seek to establish 
an authorial position in relationship to a nominal “machine intelligence” that operates as a 
co-creator on a par with, or acting as a surrogate for, a human counterpart. Here, authors op-
erate in a necessarily indirect way, as orchestrators of formal systems of training, generation 
and selection that efectively serve as “a machine that makes the art.”1 Often in this context, 
eforts are made to uncover some essential quality or predilection associated with the under-
lying technology, an efort which we may observe in claims of revealing the way a machine 
“sees” or “understands space” diferently than humans do. 

Recalling recently developed approaches in architecture, such as generative design and 
emergent design [see Nervous System (Rosenkrantz, 2011) and Casey Reas (Reas, 2006)], 
and less proximate practices that originate in the art world [see Sol LeWitt and Joan Truck-
enbrod (Paul, 2018)], the role of a creative author working in this way is decidedly hands-of 
and is often limited to the establishment of a system that facilitates the emergence of forms 
and patterns. Authors typically refrain from guiding this process of generation and, at times, 
even forgo selecting from among the iterations that are produced. This position of “deferred 
authorship” (Steinfeld, Fox, and Spatzier, 2014) is not a new form of subjectivity in the arts 
and design, but may be seen as a radical extension of a form that extends at least as far back 
as the 1960s. 

We may recognize a practitioner of this model by the degree to which an ML process 
is personifed as an independent actor in the creative process. Particularly devoted adher-
ents to this approach may at times invoke the “posthuman,” a term that acknowledges that 
“the boundaries between human and computational cognition are increasingly blurred” (del 
Campo, Manninger, and Carlson, 2019). For those adopting such a position, the limited na-
ture of today’s decidedly narrow ( Jajal, 2020) AI tools does not appear to diminish the utility 
of regrading them as a form cognition on a par with human thinking. No matter the degree 
of devotion of an author, we may observe that the performances and properties valued in the 
artifacts produced by such a model are often left unspoken or are related to the revelation 
of some essential quality of ML itself. Because authors necessarily operate at a meta-level, as 
composers of a system rather than participants in it, they often avoid claims or justifcations 
that center themselves, and tend to step aside as an objective presenter of what their machine 
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counterpart has produced. Since, at times, the system for producing artifacts (rather than the 
artifacts themselves) is seen as the authored work, in place of value claims related to artifacts, 
we fnd more elaborate observations on what “it,” the system, did. 

As an extension of previous trends – such as generative design, procedural design, and a 
passing interest in theories of complexity and emergence in design2 – the rhetoric surround-
ing this model of creative practice in architectural circles tends toward the grandiloquent. In 
contrast to these relatively breathless accounts, it is notable that those who work more closely 
with the underlying technologies tend to be more direct in articulating that the personifca-
tion of an ML “partner” in creative production is a contrivance, but a useful one. 

A clear exemplar of this directness is the artist Tom White, whose works “The Treachery 
of ImageNet” and “Perception Engines” employ image classifcation models to produce ab-
stract ink prints that reveal the visual concepts latent in a number of widely used computer 
vision processes. Speaking of this work in 2018, White outlines his position as a refreshingly 
nuanced expression of “machine intelligence” without negating his own subjectivity. Speak-
ing in 2018, White states: 

I think of the computer as a tool or – if I’m being gracious – as a collaborator… I’m set-
ting up a system where the computer can express itself, but the intent is my own. I want 
people to understand how the machine sees the world. 

(Kazmin, 2018) 

Mario Klingemann, another AI art practitioner exhibiting work in the same 2018 exhibition, 
adopts a starker position, more forcefully asserting: “I am the artist, there is no question at all. 
Would you consider a piano the artist?” (Kazmin, 2018). 

The forthrightness of Klingemann and White stands in stark contrast to the way that 
similarly positioned architectural designers describe their work. In the project “Imaginary 
Plans,” architects Matias del Campo and Sandra Manninger collaborate with computer vi-
sion specialist Alexandra Carlson to propose ML systems that “learn, recognize, and generate 
novel plan solutions for a variety of architectural features, styles, and aspects” (del Campo, 
Manninger, and Carlson, 2019). While, at the time of writing, the work remains at a nascent 
stage, the stated ambition is a clear illustration of the desire for an autonomous “machine 
intelligence” in design. We can see this refected in the range of claims surrounding new 
forms of architectural authorship that operate systemically rather than compositionally, for 
example, the notion that we might design through a process of style transfer, such that 
“iconic buildings in architecture can have their styles ‘quantifed’ and transferred to other 
iconic buildings” (p. 415); or that we might design through a curation and mixing of im-
agistic infuences, such that “foor plans [may] emulate aesthetic elements from the other 
nonfoor-plan images” or “be fused with other buildings to generate novel architectural 
types” (p. 416). While the underlying technologies are still in development, the “Imaginary 
Plans” project demonstrates how some designers are interested in uncovering radical new 
subjectivities “that question the sole authorship of human ingenuity” (p. 417). 

Whereas “Imaginary Plans” seeks an autonomous generative tool to architectural design, 
we might also consider the possibility of an autonomous analytical tool. The generative ad-
versarial network (GAN) Loci project (Steinfeld, 2019) proposes just this. Here, a GAN is 
trained to produce synthetic images intended to capture the predominant visual properties 
of urban places. Imaging cities in this manner represents the frst computational approach 
to documenting the forms, textures, colors, and qualities of light that exemplify a particular 
urban location and that set it apart from similar places. The conceit of the project is that 
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something like the genius loci of a city may be captured not as seen through the eyes of a 
human inhabitant, but rather from the viewpoint of a “machine intelligence.” We might ob-
serve that the resulting images evoke GAN-ness just as much as they suggest the cities from 
which they are drawn. 

This criticism, that a work speaks more of the process by which it was produced than 
it does to any external subject, may be fairly applied to much of the work produced under 
the ML-as-“author” model. Indeed, refecting on the examples discussed in this section, we 
could reasonably argue that what has been captured is speaks more to the essential qualities 
of the underlying ML model than it does any inherent features of the world, which is both 
the strength of the “actor” approach and its failing. 

ML as material 

There are those who regard ML as a new form of design material, and, evoking the long 
tradition of developing tacit knowledge through the accumulation of direct experience, seek 
to cultivate a mastery of this new form in combination with well-established practices. As 
discussed above, when regarded as an “actor,” we might seek out the tendencies and predi-
lections of a constructed machine intelligence, just as we might with a human co-creator. In 
contrast, when regarded as a “material,” we would be more interested in the properties and 
capacities of this medium in their active application, just as we might with any other expres-
sive mode. This is to say that there are designers who seek to master the afordances of ML 
by engaging in a material practice similar to those employed by a craftsperson. This position 
is well summarized by the adage “we shape our tools, and thereafter our tools shape us.”3 

Adopting such a position relative to digital media is in no sense new. Writing in the mid-
1990s, Malcolm McCullough argued that the actions and mind-sets supported by digital de-
sign media are not so diferent than those supported by traditional media. Where traditional 
media enables us to act in a visual and tactile way, computers “let us operate on abstractions as 
if they were things” (McCullough, 1996). McCullough draws out the continuities between 
traditional and digital crafts by describing the evolving notion of “type” across paradigms: In 
a craft context, a “type” refers to a particular material tradition; in an industrial production 
context, a “type” refers to a particular process of formation; and in software, a “type” refers 
to a particular conceptual abstraction. We might speculate that ML would occupy an inter-
esting place in McCullough’s account. In one sense, a “type” in ML operates as a conceptual 
abstraction, and may be seen as an extension of the general software type. In another sense, 
and in contrast to the explicit Object-Oriented-Programming construction of types in soft-
ware (Ko and Steinfeld, 2018), because ML allows for implicit defnition – either “by exam-
ple” in a supervised learning context or discovered in an unsupervised learning context – an 
ML “type” may be better understood to recall certain aspects of traditional craft practices. 

Following McCullough, we would recognize a practitioner of the “material” model of 
creative ML by the balance of attention paid to the situational curation of a training set in the 
service of creating a unique generative tool, and the brandishing of this tool in the crafting 
of a creative product. Whereas others fnd subjective positions at the meta-level – through 
the authoring of systems – those adopting a craft’s mind-set operate at the meso-level – 
through direct engagement. While, as in the previous model, the development of a system is 
a central part of the creative process, the “system” in a material context is regarded more as a 
custom-built tool to be wielded by a master craftsperson. 

Such an approach is widespread among early adopters of AI in the visual arts. In a spirit 
that recalls a number of craft traditions, Sougwen Chung, an artist who works with ML 
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systems trained on images of her own drawings, claims to seek to uncover the “inherent, 
shared fallibility” of human and machine systems alike (Chung, 2019). Similarly, Helena 
Sarin, a visual artist and software engineer, notes that “neural art can still be personal and 
original, especially when generative models are trained on your own datasets” (Sarin, 2019). 
Finally, I would highlight the striking work of Scott Eaton, a mechanical engineer and an-
atomical artist who uses custom-trained image-to-image translation models as a “creative 
collaborator” in his fgurative drawings (Eaton, 2020). Like Chung and Sarin, Eaton invests 
time in both shaping his tool, through the meticulous construction of a dataset of his own 
fgure drawings, and allowing his tool to shape him, mastering the craft of augmented draw-
ing through hours of daily sketching. 

The Sketch2Pix drawing tool was largely inspired by Eaton’s work, both in its techni-
cal approach and in its position as a tool of machine-augmented creativity. Sketch2Pix is 
an augmented architectural drawing tool developed to support sketching with automated 
image-to-image translation processes (Isola et al., 2016). The tool encompasses a “full 
stack” of processes required for novice users to conceptualize, train, and apply their own 
custom-trained AI “brushes.” This holistic approach is critical to supporting the ML-as-
“material” approach: First, a designer defnes an indexical relationship between a hand-
drawn mark and the qualities of an image it is mapped to, and only then identifes the 
“reason” for these images through the active composition of a drawing. 

ML as provocateur 

Disruption has long been shown to be a powerful tactic in stimulating creative action (de 
Bono, 2015). As such, it is perhaps no surprise that the notable capacity of AI for “weird-
ness” (Shane, 2019) should fnd application among artists and designers as an upender of stale 
practices, an instigator of new ideas and an agent of chaos. We may recognize a practitioner 
of ML as “provocateur” by their acceptance of a machine-generated artifact as a point of 
departure that mobilizes, or a catalyst that propels, a larger creative process. 

The use of creative prompts in such a way is not a new tactic in the arts and design. Writ-
ing in the 1960s and extending the work of the surrealists, Pierre Boulez used the term “alea-
torism” (Riley, 1966) to describe compositions resulting from actions made by chance. Later, 
in the mid-1970s, Brian Eno and Peter Schmidt published their well-known “Oblique Strat-
egies” project (Eno and Schmidt, 1975), a series of prompts, printed on cards and randomly 
selected, in order to overcome creative blocks. Edward de Bono wrote exhaustively on the 
subject of the role provocation plays in creative process, coining the term “po” to describe an 
intentionally disruptive stimulus that is used to facilitate creative thinking (de Bono, 2015). 

In contrast to the embrace of randomness found in some of these examples, ML ofers 
a variation on creative provocation that has not been previously instrumentalized in quite 
the same way. To refne the well-described phenomenon of “AI weirdness” (Shane, 2019), I 
would suggest that, when employed as a creative prompt, a more productive quality might be 
termed the “AI uncanny.” This distinction, separating the unrecognizably foreign from the 
disquietingly familiar, draws attention once more to the central locus of authorship critical to 
any application of ML in design: the dataset. To be specifc, we can see that creative authors 
might willfully curate a dataset to produce ML systems that are “primed” to generate cre-
ative prompts with a particular character. This suggests the application of “directed” chance 
as a creative prompt, in contrast to the surrealist use of random chance. In this way, while 
the inner workings of an ML system are largely beside the point, certain afordances may be 
introduced to infuence the properties of the artifacts they produce. For example, a neural net 
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might be trained on a dataset that describes a particular genre of music, or a particular style 
of painting, not in order to faithfully reproduce these forms, but rather to provide an auspi-
cious point of departure for an author who wishes to be so infuenced. In this way, the ML 
system is not assigned any meaningful agency, nor is it regarded as a material to be mastered, 
but rather functions as an externalized or collectivized “association engine” to kick-start the 
creative process. 

A clear example of the use of ML as a creative prompt may be found in the work of the 
dance punk band YACHT, most visibly in their album “Chain Tripping,” which was nom-
inated for Best Immersive Audio Album in 2020. Described as an AI “concept album,” ML 
played a role at nearly every step of the production of this work, from the music itself, to the 
machine generation of lyrics and song titles from the band’s previous albums, to a collabo-
ration with AI artists (such as Tom White and Mario Klingemann, mentioned above) in the 
design of the album cover and promotional materials. Most relevant here is YACHT’s ap-
proach to the composition of melodies and beats. In order to train a model called MusicVAE 
(Roberts et al., 2018a, 2018b) developed by the Magenta team at Google, YACHT compiled 
a dataset of the band’s previous recordings. Once trained, MusicVAE allows for the blending 
of melodies, like the blending of colors on a painter’s palette, in the resulting latent space of 
the band’s own musical history. This process “allowed the band to fnd melodies ‘hidden in 
between songs’ in their back catalog” (Mattise, 2019). For our purposes, “Chain Tripping” is 
notable not only for this uniquely positioned generative tool, but for how YACHT deployed 
this tool in a larger creative process that clearly demonstrates the use of ML as a catalyst that 
propels creative action. Initially faced with a “massive body of melodic information” gen-
erated by machine (and expressed as MIDI data), the band treated this information only as 
point of departure. From there, “it became the humans’ turn” (Mattise, 2019) to interpret, 
adapt, and compose the fnal work. 

A similar example of the use of ML as a provocative starting point is the short flm Sun-
spring (Sharp, 2016). Like “Chain Tripping,” the originating document for this creative 
work, the flm’s screenplay, was generated by an AI based on a corpus of relevant historical 
material. Here, director Oscar Sharp and AI researcher Ross Goodwin collaborated to create 
a recurrent neural network dubbed “Benjamin,” trained on a corpus of sci-f screenplays from 
the 1980s and 1990s (Newitz, 2016). Just as MIDI data is not music, a textual screenplay is not 
a flm. As such, the artifacts produced by Benjamin became fodder for the creative action of 
all the downstream parties responsible for interpreting and translating this screenplay into a 
flm, including the actors, directors, set designers, and costume designers. In describing the 
value of Benjamin, a literal automaton, in their creative process Goodwin and Sharp echo 
sentiments found in mid-20th-century manifestoes on surrealism (Breton, 1969): “machines 
can help us be more classical, more personal, and more original” (Goodwin and Sharp, 2017). 

In a fnal example that both hews closer to architectural design and precisely demonstrates 
the use of ML as an automatism to stimulate human imagination, we would present the 
work of Philipp Schmitt and Stefen Weiß. Here, as with the above examples, ML is posi-
tioned as a provocateur or “mind-bender” to catalyze a design process, in this case for the 
design of chairs. In 2018, Schmitt and Weiß trained an ML model, the widely used GAN 
DCGAN, on a corpus of images of iconic 20th-century chairs, and then allowed this model 
to generate hundreds of new images. These synthetic images were intentionally imperfect 
representations of chairs – some were blurry, some were nonsensical, and many were barely 
recognizable as objects at all. Perfect depictions of new chair designs were not the aim; rather, 
the authors sought to generate compelling “visual prompts for a human designer who used 
them as a starting point for actual chair design concepts” (Schmitt and Weiß, 2018). For this 
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purpose, clear images are less desirable than those images that ficker between the suggestion 
of an object and the presentation of impediments to direct interpretation. For Schmitt and 
Weiß, “‘seeing the chair’ in an image is an imaginative and associative process. It pushes de-
signers away from usual threads of thinking toward unusual ideas that they might not have 
had otherwise” (Schmitt and Weiß, 2018). 

It was precisely this activation of an associative faculty that was sought by an undergrad-
uate design studio at UC Berkeley in the Spring of 2020. The studio sought to understand 
how ML tools might function as tools of creative provocation in particular, and tools of 
early-stage design more broadly. In one exercise, students employed two separate ML models – 
one for the generation of text, and a second that generates images from textual captions – to 
create scenographic storyboards that were read as depictions of site and program, and that 
animated the beginning of a larger design project. By introducing novice students to experi-
mental ML tools and processes, this studio illustrates the broad utility of these tools as design 
provocations. 

Conclusion 

The sections above outline three emerging models for machine-augmented design, detail 
how these are beginning to be applied in practice, and take stock of the emerging subjec-
tivities. Understood as an “actor,” at times imagined as a surrogate for or a coequal partici-
pant alongside a human actor, we fnd authors exploring new ways of “viewing the world” 
through the eyes of a machine intelligence, as well as the emergence of an important new 
locus of design authorship: the training dataset. Understood as a “material,” we fnd eforts 
to leverage the unique capacity for ML to capture tacit knowledge through the accumulation 
of direct experience, eforts that further the project of bringing digital practices into closer 
harmony with craft practices. Finally, understood as a “provocateur,” we fnd ML practices 
that seek to stimulate creative action at the start of a design process by supporting the associa-
tive over the deductive (Steinfeld, 2017), the “imaginary rather than the rational” (Schmitt 
and Weiß, 2018). 

We might speculate that the examples presented here, however anecdotal, not only in-
dicate a coming shift in the way design tools operate, but also suggest that this shift might 
accompany a broader reconsideration of the relationship between the tools of design and the 
culture of architectural production. 

Notes 

1 Adapted from “The idea becomes a machine that makes the art,” attributed to Sol LeWitt in 1965 
(Kosuth, 1966). 

2 See Andrasek (2015), Snooks and Jahn (2016) and others of the time that ofer unqualifed and eager 
personifcations of computational processes. 

3 Attributed to Churchill or McLuhan or Maeda. 

References 

Andrasek, Alisa. 2015. “Indeterminacy & Contingency: The Seroussi Pavilion and Bloom by Alisa 
Andrasek.” Architectural Design 85 (3): 106–111. https://doi.org/10.1002/ad.1908. 

Bono, Edward de. 2015. The Mechanism of Mind: Understand How Your Mind Works to Maximise Memory 
and Creative Potential. London: Random House. 

Breton, André. 1969. Manifestoes of Surrealism. Vol. 182. Ann Arbor, MI: University of Michigan Press. 

https://doi.org/10.1002/ad.1908


 

 

 
 

 

 

 

 

  

 

Signifcant others 

Campo, Matias del, Sandra Manninger, and Alexandra Carlson. 2019. “Imaginary Plans.” In Proceed-
ings of the 39th Annual Conference of the Association for Computer Aided Design in Architecture (ACADIA), 
412–418. Austin, TX: Association for Computer Aided Design in Architecture. 

Chung, Sougwen. 2019. “Why I Draw with Robots.” Presented at the TED Institute, Mumbai, 
September. https://www.ted.com/talks/sougwen_chung_why_i_draw_with_robots. 

Eaton, Scott. n.d. “Creative AI by Scott Eaton.” Accessed May 26, 2020. http://www.scott-eaton. 
com/category/creativeai. 

Eno, Brian, and Peter Schmidt. 1975. “Oblique Strategies.” Opal. Limited Edition, Boxed Set of 
Cards. 

Goodwin, Ross, and Oscar Sharp. 2017. “Machines Making Movies.” Presented at the TEDx Boston. 
https://tedxboston.org/speaker/goodwin. 

Isola, Phillip, Jun-Yan Zhu, Tinghui Zhou, and Alexei A. Efros. 2016. “Image-to-Image Translation 
with Conditional Adversarial Networks.” CoRR, November 21, 2016. abs/1611.07004. 

Jajal, Tannya D. 2020. “Distinguishing between Narrow AI, General AI and Super AI.” Medium (blog), 
February 13, 2020. https://medium.com/@tjajal/distinguishing-between-narrow-ai-general-ai-
and-super-ai-a4bc44172e22. 

Kazmin, Amy. 2018. “An AI Genre in Its Infancy Questions the Nature of Art.” Financial Times, 
August 27, 2018. 

Ko, Joy, and Kyle Steinfeld. 2018. Geometric Computation. London: Routledge. 
Kosuth, Joseph. 1993. Art After Philosophy and After: Collected Writings, 1966–1990. London: MIT Press. 
Mattise, Nathan. 2019. “How YACHT Used Machine Learning to Create Their New Album.” Wired, 

September 5, 2019. https://arstechnica.com/gaming/2019/08/yachts-chain-tripping-is-a-new-
landmark-for-ai-music-an-album-that-doesnt-suck/. 

McCorduck, Pamela. 1979. Machines Who Think: A Personal Inquiry into the History and Prospects of Arti-
fcial Intelligence. San Francisco, CA: W. H. Freeman. 

McCullough, Malcolm. 1996. Abstracting Craft: The Practiced Digital Hand. Cambridge, MA: MIT 
Press. 

Newitz, Annalee. 2016. “Movie Written by Algorithm Turns out to Be Hilarious and Intense.” Ars 
Technica, June 9, 2016. https://arstechnica.com/gaming/2016/06/an-ai-wrote-this-movie-and-its-
strangely-moving/. 

Paul, Christiane. 2018. “Histories of the Digital Now.” Programmed: Rules, Codes, and Choreographies 
in Art, 1965–2018. New York: Whitney Museum of American Art. https://whitney.org/essays/ 
histories-of-the-digital-now. 

Reas, Casey. 2006. “Process/Drawing.” Architectural Design 76 (4): 26–33. 
Riley, Howard. 1966. “Aleatoric Procedures in Contemporary Piano Music.” The Musical Times 107 

(1478): 311–312. 
Roberts, Adam, Jesse Engel, Colin Rafel, Curtis Hawthorne, and Douglas Eck. 2018a. “A Hier-

archical Latent Vector Model for Learning Long-Term Structure in Music.” ArXiv Preprint 
ArXiv:1803.05428. 

Roberts, Adam, Jesse Engel, Colin Rafel, Ian Simon, and Curtis Hawthorne. 2018b. “MusicVAE: 
Creating a Palette for Musical Scores with Machine Learning.” Magenta (blog), March 15, 2018. 
https://magenta.tensorfow.org/music-vae. 

Rosenkrantz, Jessica. 2011. Hele-Shaw Cell Experiments. Video. https://www.fickr.com/photos/ 
jrosenk/5607488831/. 

Sarin, Helena. 2019. “Playing a Game of GANstruction.” Presented at the Eyeo Festival, St Louis, MI, 
August 16. https://vimeo.com/354276365. 

Schmitt, Philipp, and Stefen Weiß. 2018. “The Chair Project: A Case-Study for Using Generative 
Machine Learning as Automatism.” 32nd Conference on Neural Information Processing Systems 
(NIPS’18), December 3–8, 2018, Montréal, Canada. 

Shane, Janelle. 2019. You Look Like a Thing and I Love You. New York: Little, Brown & Company. 
Sharp, Oscar (Dir.). 2016. Sunspring. Short, Sci-Fi. Culver City, CA: End Cue. 
Snooks, Roland, and Gwyllim Jahn. 2016. “Stigmergic Accretion.” In Robotic Fabrication in Architecture, 

Art and Design 2016, edited by Dagmar Reinhardt, Rob Saunders, and Jane Burry, 398–409. Cham: 
Springer International Publishing. https://doi.org/10.1007/978-3-319-26378-6_32. 

Steinfeld, Kyle. 2017. “Dreams May Come.” In Proceedings of the 37th Annual Conference of the Association 
for Computer Aided Design in Architecture (ACADIA), 590–599. Cambridge, MA: Association for 
Computer Aided Design in Architecture. 

11 

https://www.ted.com
http://www.scott-eaton.com
http://www.scott-eaton.com
https://tedxboston.org
https://medium.com
https://medium.com
https://arstechnica.com
https://arstechnica.com
https://arstechnica.com
https://arstechnica.com
https://whitney.org
https://whitney.org
https://magenta.tensorflow.org
https://www.flickr.com
https://www.flickr.com
https://vimeo.com
https://doi.org/10.1007/978-3-319-26378-6_32


Kyle Steinfeld 

12 

 

 

———. 2019. “GAN Loci.” In Proceedings of the 39th Annual Conference of the Association for Computer 
Aided Design in Architecture (ACADIA), 392–403. Austin, TX: Association for Computer Aided 
Design in Architecture. 

Steinfeld, Kyle, Levon Fox, and Alex Spatzier. 2014. “The Data Made Me Do It: Direct, Deferred, 
and Dissolved Authorship and the Architecture of the Crowd.” In Paradigms in Computing: Making, 
Machines, and Models for Design Agency in Architecture, edited by David Gerber and Mariana Ibanez, 
65–91. New York: eVolo. 

Tesler, Larry. 1970. “Curriculum Vitae.” http://www.nomodes.com/Larry_Tesler_Consulting/Ad-
ages_and_Coinages.html. 

White, Tom. 2018a. “Perception Engines.” Artists and Machine Intelligence (blog), September 3, 2018. 
https://medium.com/artists-and-machine-intelligence/perception-engines-8a46bc598d57. 

———. 2018b. “Synthetic Abstractions.” Medium (blog), September 3, 2018. https://medium.com/@ 
tom_25234/synthetic-abstractions-8f0e8f69f390. 

http://www.nomodes.com
http://www.nomodes.com
https://medium.com
https://medium.com
https://medium.com


 

2 

Sculpting spaces of possibility 
Brief history and prospects of 

artifcial intelligence in  design* 

Daniel Cardoso Llach 

This chapter ofers a brief history of, and new directions for, artifcial intelligence (AI) in 
design. Drawing together examples from architecture, music, and the visual arts, it shows 
how an experimental tradition of computational aesthetics and design underpins present-day 
approaches to architecture and AI. In exploring this history, the chapter calls attention to 
two aspects that have frequently been overlooked: frst, the materially specifc acts of codif-
cation that structure these experiments, and second, the reconfgurations of author and user 
roles that they entail. With these as points of reference, the chapter identifes new directions 
for creative research on AI and design that eschew simplistic approaches to style transfer or 
machine autonomy. As illustrations, three recent projects developed at the Computational 
Design Laboratory at Carnegie Mellon University are discussed. These explore new draw-
ing interfaces that enable users to manually control the weights of a neural network; new 
approaches to computational urban analysis that reveal morphological gradients at the urban 
scale; and “distant readings” of architectural data that open up new approaches to design 
description, analysis, and generation. 

Despite the aura of novelty that still accompanies artifcial intelligence (AI) methods in 
popular and academic discourses about design, dreams of adaptive design machines and au-
tonomous creativity have long populated the imagination of computationally minded archi-
tects, designers, and artists—and that of artistically inclined mathematicians, scientists, and 
engineers. Take for example computer scientist Frederick Brooks and his collaborators at the 
Harvard Computation Laboratory, who developed in 1957 a method for generating musical 
tunes automatically by numerically encoding and analyzing the structure of 37 sample mel-
odies. Aided by a digital computer, the team counted the number of occurrences of specifc 
melodic sequences, creating frequency tables that described this dataset probabilistically (see 
Figure 2.1, left). For example, a 0.2 probability of the note A following the musical sequence 
C-E-G meant that the note A follows two in ten occurrences of the C-E-G pattern in the 
set. So, if a computer program generates a pseudorandom number, and it falls within the 0 
and 0.2 range, it could compose the sequence C-E-G-A (Brooks et al., 1957). Brooks and 
collaborators created such a program and generated new melodies that ft with the musical 
pieces in the original dataset. This quintessentially inductive process is nicely illustrated 
in Figure 2.1, right. By putting frequency tables and rudimentary statistical analysis in the 
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  Figure 2.1 Left: Frequency table counting the occurrences of melodic patterns in a dataset of 
musical compositions. Right: A process diagram explaining the inductive nature of 
the process (Brooks et al., 1957). 

service of generative inference with the intent of producing an artistic result, Brooks and 
his collaborators anticipated present-day applications of AI—and more specifcally machine 
learning—in art and design. The term “machine learning” was not coined until 1959, and 
thus it was not available to Brooks and his coauthors. However, invoking computer scientist 
Claude Shannon, they used a language that unequivocally anticipated this paradigm of com-
putation: “[m]any interesting computer experiments in game playing, ‘learning,’ theorem 
proving, etc., have been aimed at discovering methods of simulating rudimentary inductive 
processes with a computing machine” (Brooks et al., 1957, p. 175).1 

Another early explorer of computer music, US chemist-turned-composer Lejaren Hiller, 
helps illustrate how the aspiration to simulate inductive reasoning was central to some early 
expressions of computational art and design. In the late 1950s, Hiller and his collaborators 
at the University of Illinois modifed a computer program used in chemistry for calculating 
the geometry of molecular bonds, adapting it to generate melodic lines by transposing the 
structure of tetrahedral carbon bonds into the structure of musical counterpoints (Bewley, 
2004). The program generated melodic samples using the Monte Carlo method, a stochastic 
process weighed to select results conforming to predefned attributes (Hiller & Isaacson, 1959; 
Zaripov & Russel, 1969). In theory, these attributes could be derived from the statistical anal-
ysis of music by other composers—not unlike Brook’s experiment. However, these researchers 
followed a diferent approach. They encoded style rules in smaller pieces of code called subrou-
tines, which specifed musical characteristics concerning the melody, harmony, and structure of 
the piece. Random note sequences generated by the program would be checked for compliance 
with rules specifying, for example, that “no tritones are permitted,” or that “the melody must 
start and end on middle C,” or that “the range of the melody from its highest to lowest note 
must not exceed one octave” (Hiller & Isaacson, 1959, p. 75). If the sequence conficted with 
any of the rules, it was rejected, and a new sequence was automatically generated. 

At frst glance, it is difcult to reconcile Hiller’s work with present-day approaches to ma-
chine learning, which tend to relishin enormous datasets and seemingly obscure algorithms. 
After all, instead of generalizing from examples, it appears to rely on a fxed set of predefned 
style rules (Figure 2.2). However, if we look closely, it becomes clear that the rules themselves 
result from a process of observation and analysis of examples—which are just other words 
for “learning.” For example, the rules of strict counterpoint encoded in the program were 
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Figure 2.2 Early experiments in rule-based musical composition sought to reproduce stylistic 
traits identifed in a set of melodic samples (Image credit: Hiller & Isaacson, 
1959, p. 85). 

derived from methods of composition created by 18th-century Italian composer Palestrina 
(Hiller & Isaacson, 1959). In this precedent from the Renaissance, the US researchers found 
“a logical abstraction of many important elements of musical structure and form a fundamen-
tal basis for handling linear melodic fow” (Hiller & Isaacson, 1959, p. 83). If Brooks used a 
probabilistic description of a curated set of sample melodies to shape the melodic outcomes 
of a computer program, Hiller used stylistic rules derived from the work of a composer to 
constrain brute-force algorithms to the same efect. 

Researchers in architecture and the visual arts confronted a similar question: How to 
shape, or sculpt, the vast spaces of possibility aforded by computational methods and gen-
erate meaningful outcomes? However, they dealt with a diferent material. While musical 
scores could be represented as one-dimensional sequences of numbers, shapes, colors, and 
volumes, architecture and the visual arts seemed to demand a diferent approach. Some of 
the best-known examples of early computer art and design rely on the codifcation of the 
cartesian plane and the exploration of constrained randomness and pen plotters as aesthetic 
devices (Caplan, 2020). Other theorists and researchers imagined visual and architectural 
designs as language structures comprising vocabularies of elements and sets of grammatical 
rules for their combination. US mathematicians and design theorists George Stiny and the 
late James Gips, for example, defned design computationally as a visual algebra where shapes 
themselves are the units of calculation (see Figure 2.3)—a theory and a praxis they called 
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  Figure 2.3 United States mathematicians and design theorists George Stiny and James Gips 
imagined design as a visual form of computation with elements called “shapes,” 
structured by grammatical rules (Image credit: Stiny & Gips, 1972). 

shape grammars (Stiny & Gips, 1972). Like Hiller and Isaacson, Stiny and Gips were familiar 
not only with earlier experiments in computer art (Bense, 1971) but also (and perhaps more 
crucially) with earlier developments in mathematics and generative linguistics (Birkhof, 
1933; Chomsky, 2015). 

One important diference between shape grammars and the experiments in musical com-
position considered above is that shapes are themselves the units of calculation. In other words, 
rather than computing with numerical representations of shapes, as both Hiller and Brooks 
had done with music, shape grammars compute directly with shapes via spatial relations and 
transformations (Knight, 1994). Hence, they redefne design as a visual form of computation 
and, in consequence, as an activity inseparable from perception and interpretation—that is 
to say, from human experience. 

A canonical example of a shape grammar helps reveal their capacity to elicit design induc-
tively from examples. In the late 1970s, Stiny and the late Australian architectural theorist 
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Figure 2.4 The Palladian grammar by George Stiny and William Mitchell is a generative de-
scription of all of Andrea Palladio’s villas (Image credit: Stiny & Mitchell, 1978). 

William J. Mitchell set out to codify the design principles of Italian Renaissance architect 
Andrea Palladio into a shape grammar. They noted that, while Palladio made many of his 
design principles explicit in his writings, many remained implicit. So, to recast Palladio “in 
a modern, generative form,” they examined both Palladio’s writings and his built work and 
created a set of rules (see, for example, Figure 2.4). Unlike Brooks’ experiments in musi-
cal composition, the rules were not the result of statistical analysis but from a careful and 
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judicious study by the two computationally inclined design and architecture scholars. In that 
sense, Stiny and Mitchell’s Palladian grammar is closer to Hiller and Isaacson’s experiment— 
in that they abstract compositional principles from a particular body of work. In the language 
of symbolic AI, Stiny and Mitchell were “knowledge engineers”—laboriously “extracting” 
expertise, to the extent that this is possible, from Palladio’s documented works and encoding 
it in a formal system. Both buildings and words comprised what in present-day machine 
learning parlance we may refer to as the “training set” for their Palladian grammar. 

However, Stiny and Mitchell’s ambitions went beyond mere style transfer. An efective 
grammar, they wrote, should perform descriptive, analytic, and synthetic functions (Stiny & 
Mitchell, 1978). In other words, it should (a) characterize the traits shared by all Palladian 
buildings, (b) assess whether a given design, real or invented, fts within the constraints of 
the Palladian style, and (c) be able to generate entirely new Palladian designs (Ibid.). They 
emphasized the open-ended nature of the resulting grammar, and on the extent to which 
it codifed the Palladian style, and not so much on its potential to be automated. For these 
reasons, the resulting grammar is a work of architectural history as much as one of compu-
tational design. 

An important diference between Stiny and Gips’ work and Hiller’s experiments in mu-
sic is that, as mentioned, shape grammar units were not numerical, and thus they were not 
conventionally computable. As visual elements, their pliability was difcult to reproduce 
digitally. As many a shape grammarian would attest, the structured nature of computational 
descriptions contrasts with the plasticity of visual perception. In this sense, shape gram-
mars can be seen as a critique of numerocentric approaches to computational design and, in 
fact, as a provocative redefnition of both design and computation. Stiny and the late Gips 
spent the better part of their academic careers clarifying this point—decoupling computation 
from computers—and investigating a fascinating (and difcult) question: How to compute 
with shapes? 

Despite these important diferences, the experiments in musical composition by Hiller, 
Brooks and their collaborators, and the mathematically tractable visual computations envi-
sioned by Stiny and Gips, share the same ambition: to defne open-ended and yet stylistically 
consistent aesthetic systems. Their authors sought to ensure this consistency by imposing 
restrictions through statistical, probabilistic, or rule-based methods. Crucially, by selecting 
stylistic traits and curating a set of precedents, these authors set the boundaries of a space of 
possibilities: a design space. 

While architects have been using rules for a long time—think of Vitruvius or Durand— 
open-ended design worlds such as those described through grammatical rules or probabilistic 
descriptions express a distinctive 20th-century imaginary of design linked to information 
theory and mathematical abstraction. They express a desire to codify design knowledge to 
make it computable and malleable in new ways. Crucially, they inscribe new conceptual-
izations of the design process and, in particular, new modes of authorial agency in design. 
These sensibilities remain at the core of present-day eforts to harness AI and machine learn-
ing methods in design. In what follows, we will examine transitions and overlaps between 
rule-based and data-intensive design systems, pondering what kind of design “knowledge” 
these systems encode—and what diferent kinds of “learning” they rely upon and facilitate. 

From rule-making to data-wrangling 

The origins of today’s machine learning techniques are often traced to the convergence of 
AI research and statistics in the 1980s (Park, 2015). More recently, a series of technological 
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shifts such as the availability of increasingly large datasets and processing power, and the re-
surgence of neural networks, has infused new life into the promise of using statistical analyses 
to inform computational reasoning. Machine learning researchers, however, do not conform 
to a unitary voice, and diferent schools of thought, each with their guiding theories and 
preferred algorithmic tools, converge in a diverse (and rapidly evolving) feld. What seems 
to best unite this community and their tools is the notion that computational methods might 
help automate something akin to inductive reasoning: to draw generalizations, to infer pat-
terns, and to predict future outcomes based on prior experience encoded as data. But data are 
never neutral—they are cultural artifacts situated in social and material settings (Drucker, 
2011; Boyd & Crawford, 2012; Paglen, 2016; Crawford & Paglen, 2019; Loukissas, 2019; 
D’Ignazio & Klein, 2020). This means that data themselves are not inherently truthful but 
constructed, and thus their production and the processes for collecting, curating, and visualiz-
ing them are acts of design. 

A closer look at some machine learning techniques helps illustrate this. US psychologist 
Frank Rosenblatt’s formulated artifcial neural networks in 1958. Based on a loose analogy 
of the human brain, neural networks use a combination of simple calculating units, each able 
to compute a very simple output from a very simple input. Trained on a sufciently large 
number of examples, a neuron can, for example, react to particular details or features in 
pictures, such as edges, shadows, or colors. Convolutional neural networks (CNNs), one of 
the most commonly used techniques for visual recognition, are multilayered neural networks 
able to detect patterns in images at diferent scales and levels of complexity. CNNs were frst 
demonstrated in the 1990s to be able to interpret handwriting in a computationally efcient 
way (LeCun et al., 1998). Their frst major application was to interpret handwriting in checks 
(LeCun, 2014). Today, a common use of CNNs is the classifcation of images based on 
resemblance—for example, they are the backbone of Google’s image search feature. Groups 
of neurons can recognize (or represent) images with shared features or infer those features on 
any given image (Mordvinstev, 2015). A neural network trained on, for example, the work 
of an expressionist painter can transfer this particular style into any image. However, unlike 
its stochastic and grammar-based predecessors, this type of work resembles a Photoshop flter 
more than a generative device. 

Projects exploring the aesthetic potential of CNNs include experiments in style transfer 
(Gatys et al., 2015; Kogan, 2015): a search engine that fnds places on satellite photographs 
based on visual likeness (Levin et al., 2016); and the at-times disturbing imagery produced 
by Deep Dream, a CNN developed at Google that can be directed to recursively infer and 
emphasize a variety of patterns in images—such as faces, colors, or edges (Mordvinstev, 
2015; Mordvinstev et al., n.d.). Recent work on recurrent neural networks (RNNs) suggests 
a diferent type of production system. RNNs are a type of neural network that computes its 
own output. US computational artist and author Kyle McDonald shows that RNNs can be 
used to classify images by similarity (Figure 2.5) or to generate new text that resembles the 
style of a set of examples (McDonald, 2016). For example, an RNN trained on the written 
works of author Zadie Smith can produce text that maintains a stylistic resemblance with her 
works—despite being mostly nonsensical (Karpathy, 2015a, 2015b). Unlike CNNs, which 
are designed to work on image maps, RNNs are designed to process sequential inputs of 
arbitrary length, which makes them suitable for processing text. 

Compared with the Cold-War era experiments in music and design we discussed at 
the beginning of the chapter, the training sets for these experiments are larger—in some 
cases millions of examples versus a few dozen—and their computational techniques more 
sophisticated—distributed, multiple “neural” processes vs. stochastic or rule-based ones. 
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  Figure 2.5 In Innards, US computational artist Kyle McDonald uses a recurrent neural net-
work to generate emoji from vectorial graphics using a character-level recurrent 
framework. The result evokes Allison Parrish’s work “smiling face withface” (Image 
credit: McDonald, 2016). 

And yet, despite a well-engrained cultural fascination with “big data,” not all approaches 
to machine learning in design involve large datasets. An alternative approach is exemplifed by 
London-based US computer scientist and musician Rebecca Fiebrink, who develops tools that 
employ machine learning methods for artistic performance and creative design. Her free and 
open-source software Wekinator allows users to train machine learning algorithms to respond 
to diferent types of input such as facial gestures and bodily motions (Fiebrink et al., 2009). 
Wekinator users can input a series of gestures into the system via a webcam and associate these 
to, for example, sound responses. In this way, users craft a small dataset of gestures that the 
system can use to classify a much wider range of hand gestures during a performance. The re-
sult is a highly versatile gestural instrument. Fiebrink’s idea of “data as a user interface” nicely 
illustrates an aesthetic and philosophical commitment to the potential of open-ended and em-
bodied interactions, rather than those of symbolic manipulation, in creative practice (Fiebrink, 
2011, 2015). Here, the quality and craft of the dataset are more important than its size. 

Both the user-centered work exemplifed by Rebecca Fiebrink’s work just discussed and 
the data-focused explorations exemplifed by the projects outlined before share with their 
Cold-War era predecessors an interest in the confguration of stylistically consistent aesthetic 
systems. Be it through rules, probabilistic descriptions, stochastic processes, neural networks, 
or grammars, they rely on the codifcation of aesthetic materials to analyze, describe, gen-
erate, or perform. Despite their diferent technical underpinnings, they also share a long-
standing fascination with the potential of computational methods to work inductively: to 
derive aesthetic results from the analysis of examples. 

From this brief overview of machine learning in design, I would like to propose two 
conceptual moves to understand these technologies’ potentials in the design domain. One: 
understanding the construction of the data, the design of the rules, and the curation of the 
examples, as acts of design. Two: to consider not just outcomes but how these systems reconfgure 
relationships between designers, authors, users, and audiences. 

With these, we might explore directions forward that challenge naïf fantasies of design 
automation, and simplistic approaches to style transfer, and open up analytical and generative 
potentials for incorporating machine learning methods in design. 

The following section discusses three research projects developed at the Computational 
Design Laboratory at Carnegie Mellon University that help illustrate the conceptual moves 
stated above and outline some emerging potentials and limitations of machine learning in 
the design domains. 



 

Sculpting spaces of possibility 

Some new directions 

Granular control over algorithmic actions 

The frst project, developed by computational designer and artist Erik Ulberg, explores new 
ways of interacting with convolutional neural networks that aford users fne-grain control 
over the algorithm’s behavior. Inspired by the notion of “craft,” Erik sought to create an 
algorithm that enabled the direct, iterative connection artists have with materials when pro-
ducing work. He developed two computational tools, allowing users to edit and visualize, at 
diferent levels of abstraction, a neural network to make line drawings. Together, the tools 
“provided a crude form of perception for a generative line drawing system to allow it to dy-
namically respond to preexisting images or emergent structures” (Ulberg, 2020). The frst 
tool, the “Kernel Tuner,” allows users to control the weights of a neural network’s frst layer 
of convolution, where basic features are extracted from drawings. By adjusting the kernels, 
users could calibrate the tool to respond to a drawing’s specifc features—in this case, a line’s 
end. Testing how the Kernel Tuner responded diferently to diferent kinds of drawings, Erik 
observed that, rather than a general-purpose drawing system, the tool was highly specifc to 
a certain kind of drawing. The process of calibrating the tool seemed to reveal aspects of the 
network’s internal operation. Noting that often many kernels activated at any given pixel, 
he made the following observation about a network’s way of dealing with visual ambiguity: 

…the internal abstractions in a network are better thought of in terms of adjectives on 
continuous scales rather than one-hot vectors of nouns. Neural networks do not produce 
clean, easy-to-understand signals. A pixel is not just a “corner.” It is “corner”-like, but 
also “vertical line”-like and “horizontal line”-like. Adjusting the parameters manually 
facilitates human-led jumps through the search space, but these results suggest we should 
incorporate computational fne tuning to overcome the complexity of balancing com-
peting activations. 

(Ulberg, 2020) 

The second tool, the “Network Builder,” works at a higher level of abstraction. Its visual 
interface allows users to engage with more complex visual concepts such as “house” or “bot-
tle,” correcting the weights to privilege certain activations. Working in conjunction with 
the Kernel Tuner, the Network Builder can produce intriguing compositions based on these 
visual concepts (Figure 2.6). The tools did not fully accomplish Erik’s goal to facilitate an 
engagement with neural networks, resembling that of an artist with their material. How-
ever, they did ofer a new type of algorithmic scafolding for visual experimentation, and 
intriguing visual results. In addition, the visualization ofered insight into the workings of 
the algorithm itself—for example, about how CNNs handle visual ambiguity. Erik’s project 
foreshadows future developments into computational methods that experiment with the very 
architecture of machine learning algorithms, and with their user interfaces, for expressive 
purposes. 

Architectural distant readings 

The second project asks how machine learning methods might enable the analysis of large 
collections of architectural data. Researchers in the digital humanities have developed the 
concept of “distant reading” to describe analyses of large datasets enabled by computational 
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  Figure 2.6 Tools to visualize and manually alter the behavior of a neural network in real time 
allows for a new kind of image manipulation (Image credit: Ulberg, 2020). 

methods. These researchers contrast this approach with that of “close reading,” which typi-
cally focuses on a single literary, visual, or technical work. For example, instead of focusing 
on one work by a single author, such as a novel or a memoir, or even the entire works of a 
single author, researchers using this concept have explored entire genres or periods of lit-
erary production. Relying on computational techniques such as text mining and network 
analysis, distant reading practices seek to identify continuities or variations across vast col-
lections that would be difcult to perceive with the conventional toolkit of the literary 
scholar (Underwood, 2017). With similar ideas in mind, architect and computational de-
signer Cecilia Ferrando and collaborators conducted an experiment on “architectural distant 
reading” wherein architectural characteristics such as visual and spatial connectivity can be 
read across a large body of buildings, potentially identifying typological and confgurational 
variations and similarities (Ferrando et al., 2019). To test this idea, the team laboriously com-
posed a small dataset of religious buildings, which they represented as graphs—with nodes as 
individual spaces and links as indicators of spatial connectivity. They implemented a graph-
based kernel to quantify the similarity between graphs based on the length of random walks 
and clustered the buildings in the dataset by the similarity of their spatial structures. This 
enabled them to fnd correlations between spatial structure and typological or functional 
traits. For example, the team observed that buildings cataloged as mosques in the dataset had 
a relatively horizontal, or shallow, spatial structure compared to monasteries. Their graphs 
resembled “fowers,” with a central space and a number of connected spaces forming on a 
level of spatial “depth” (Figure 2.7). In contrast, monasteries were more hierarchical, with 
spaces often chained into sequences. The clustering inspired the team to think of the concept 
of a “typological gradient,” which helps to think about building types not as exclusive cate-
gories but rather as overlapping ones. 




